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Summary 

  
    An emulation based infrastructure for the rapid development of application specific multiple 
processor (ASMP) cores that can do video, graphics, visualization, and image processing (VGVI) 
for mobile devices such as smartphones and PDAs is described. It comprises a service 
development methodology, a design flow, and a hardware platform containing a PC with a GPU, 
and an emulation board using an array of platform FPGA chips. Designers can develop new 
graphics, visualization, and video processing algorithms, emulate it, and select an architecture 
matched to the algorithm. Architectural exploration for power and performance could be 
performed and a suitable microarchitecture defined for implementation. The FPGA based design 
verification (function and timing) process allows the microarchitecture to be implemented at the 
RTL level and verified. The talk will outline the design flow and the strengths of the platform 
FPGA accelerator. The platform FPGA based accelerator board also supports the development of 
new architectures for graphics processing units (GPUs). 
 

Introduction 
 
    Smartphones are expected to outnumber PCs worldwide in the next decade. These smartphones 
are already used for information access, entertainment, gaming, medical diagnosis, policing, and 
monitoring. Some examples are Nokia’s 6620 and 7610, and Samsung’s SPH-G1000 and SPH-
M7000. Low-cost versions of these smartphones require high performance application 
specific cores for implementing 2D and 3D graphics algorithms, video compression and 
decompression, image processing, and visualization algorithms. Although a renaissance in 
3D graphics is underway in 2005 with the introduction of programmable graphics processing 
units (GPU) such as nVidia’s GeForce 6800 Ultra [1] PCI Express and ATI’s Radeon X800 Pro 
XT for PCs, adapting the architectures to mobile devices is expected to be a challenge. These 
GPUs allow a rich collection of algorithms to be efficiently implemented. Games such as Doom3 
and Half Life 2 use hardware shaders in the GPUs to provide realistic scenes. Volume 
visualization techniques have been programmed on the GPUs to analyze results of scientific 
simulation experiments, medical images generated by MRI and CT scans, and also steer 
computation. Video compression and decompression using MPEG-2 and MPEG-4 have been 
programmed on the GPUs along with image compression and decompression using JPEG2000. 
 
    Recently nVidia and ATI have adjusted their GPU architectures for PCs to meet some of the 
needs of the mobile devices and introduced nVidia GoForce 3D 4800 processor and ATI’s 
Imageon 2300. The ATI Imageon 2300 integrates an advanced 2D and 3D graphics engine, 
MPEG-4 video decoder, JPEG encoding/decoding, and a 2 Mega pixel camera sub-system 
processing engine. It also supports up to 2MB of ultra low-power SDRAM and enables mobile 
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phones to deliver 3D gaming, smooth high-resolution video playback, and digital still camera 
functionality. ARM corporation in U.K. has been integrating the PowerVR MBX core, developed 
with Imagination Technologies, as a technology for building realistic 3D graphics into mobile 
devices. ARM corporation is in a good position to promote this technology as its chip designs are 
used in handheld computers such as Palm OS and Pocket PC devices, as well as many mobile 
phones. PowerVR achieves low memory bandwidth using tile-based rendering, which is also used 
in the high-performance graphics world, as a way to combat memory bottlenecks in PCs and 
gaming consoles. The tile-based rendering approach reduces memory bandwidth by 
communicating only the pixels that need to be rendered. Samsung’s SPH-M7000 mobile phone 
includes Intel’s 2700G (aka “Marathon”) multimedia accelerator, which incorporates a PowerVR 
MBX graphics core and PowerVR video acceleration and display processing cores from 
Imagination Technologies. It also features Windows Mobile for Pocket PC, the Intel PXA 272 
Bulverde processor (520 MHz) delivering 1M Polygon-per-second 3D game support.  
 
    In contrast to the above approaches, Falanx Corp. in Norway has developed from scratch a 
processor technology to support 3D graphics, video, and image processing in mobile devices. The 
Mali geometry processor and graphics IP cores are used in Nokia’s smartphones to support 3D 
games and video processing. Our approach is similar in style to that of Falanx Corp. Our goal is 
to develop new ASMP cores to support new services on mobile devices and rapidly implement 
them. Since software plays a major role in supporting new services on mobile devices our 
approach leverages the existing OS (e.g. Symbian OS) and software development environment. 
Some of the services desired on mobile devices and a methodology for developing the services 
and applications is discussed in the next section. A design flow for implementing ASMP cores is 
described in the second section. The hardware platform for verifying the ASMP cores is 
described in the third section.  

Service Development Methodology 
 

    This section focuses on the methodology for developing services and applications that will run 
on the mobile devices. The methodology comprises three major layers: user defined applications 
and services, middleware and OS services, and trusted computing base (TCB). The first layer is 
intended to support the development of context gathering, determining current context (including 
location and neighbors), proactive tasks, learning, and some of form of cognition. Context 
gathering and ambient awareness are needed performing augmented reality, learning, and doing 
things proactively. The remaining two major layers are similar to the one used by Symbian OS 
Version 9.1. The details of the three layers are shown in Figure 1. As an example consider the 
development of a service like the augmented reality on mobile devices (ARM) such as 
smartphones and PDAs. Mobile devices displaying real world scenes augmented with graphics 
and text describing the scene is expected to be common in the next decade. It is getting popular in 
Korea and Japan using smartphones and assigning color codes to objects. Other uses for ARM 
include disaster relief, fire fighting, policing and tourism. Military use for ARM includes urban 
warfare with limited visibility, lack of familiarity with the environment, sniper threats, 
concealment of enemy forces, ineffective communications, and inability to distinguish between 
friendly forces, enemies, and neutrals. Developing ARM requires three major issues to be solved. 
The first research issue is aligning and stitching the computer generated graphical and text 
information with the actual environment. For example, a building could be augmented to show its 
name, the location of the restaurant the user is interested in, and the path to the restaurant from 
the current location. The second research issue is developing information-filtering algorithms that 
determine what part of the available information will be presented to the user and appropriate 
representations of the information. Another research issue is to assure that the information is 
correctly registered on the real world using quality tracking and calibration systems. 
Collaboration methods between users must be developed to support communication of 
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information. Military version of ARM has other problems. The user’s attention cannot be drawn 
away from the environment and the three dimensionality of the terrain and the complexity of 
urban areas have to be suitably presented to avoid information overloads. A see-through, head-
mounted display with sensors that measure head position and orientation is also needed. 
 

 
Figure 1 Major Abstraction Layers of the Service Development Methodology 
 
    The proposed service development methodology will allow designers to focus on solving the 
complexities of supporting services like the ARM and military version of ARM without spending 
a lot of time on the user interfaces and hardware changes. New generations of mobile devices can 
be integrated by adding appropriate physical device drivers. New services can be designed and 
rapidly implemented. New ASMP cores can be tested in a straightforward way and performance 
can be compared. 

Design Flow for ASMP Cores 
 
    The video, graphics, visualization, and image processing (VGVI) algorithms are characterized 
by data coming in streams and processed output coming as streams with response time in tens of 
milliseconds. Processing is done using kernel programs that operate on entire streams. The 
presence of data parallelism in streams and data independence between elements of a stream has 
been exploited during the past two decades. Architectures such as VGI [2-5], Imagine [6-8], 
Merrimac [9], and the GPUs of 2005 [1] support streams and offer high arithmetic density. The 
VGI architecture also achieves low-power (8 GOPS per Watt using 90 nm CMOS technology). 
Mobile devices require ultra low-power and good performance to support VGVI applications. In 
this section we summarize the graphics pipeline in VGVI and discuss the design flow for 
developing ASMP cores. We also borrow ideas from the open literature that use SIMD machines 
for parallel volume rendering [10]. Figure 2 shows the VGVI pipeline without some of the 
interface to PCI Express and connection to CPU and main memory system bus. The boxes with 
thick rectangle boundaries show parallel functional units. The set of all processors and functional 
units needed to implement the pipeline is the ASMP core and it is a major part of the SoC used in 
mobile devices. One of the goals in developing the design flow is to help the designer generate 
the ASMP core in a semi-automated way using a set of tools. We now give a brief description of 
the graphics pipeline in Figure 2. 
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    Vertex and pixel (or fragment) engines in the pipeline run shader programs (graphics 
programs). The programs are executed once for every vertex or pixel in a specified 3D mesh of an 
object. They operate in the context of interactively rendering a 3D scene, usually using either the 
Direct3D or OpenGL ES 2.0 API. Pixel shaders operate after the geometry pipeline and before 
final rasterization. They operate in parallel with multitexturing to produce a final pixel color and 
z-value for the final rasterization step in the graphics pipeline (where alpha blending and depth 
testing occur). GPU boards from nVidia (GeForce 6800 Ultra) and ATI Technologies started 
supporting pixel and vertex shaders in hardware, allowing their use for real-time rendering. The 
technology is maturing and the latest generation of games, including Doom 3 and Half-Life 2 
make increasing use of hardware shaders. The shader programs are written in a high-level shader 
language like Cg and HLSL (High Level Shader Language).  

 

Setup Vertex Triangle Rasterizer 1Engine Engine Engine 

Figure 2  VGVI Pipeline – Graphics Computations 

   Some key facts about vertex and pixel shaders are listed below: 
a. They can only access data in the GPU memory, such as texture and geometry data, and 
therefore cannot access data in the computer's main memory or cache. 
b. They operate independently for each vertex or pixel. This ensures that they can be trivially 
parallelized. For instance, nVidia’s 6800 Ultra and ATI's X800 Pro XT run 16 shaders at a time. 
c. They have access to a rich instruction set including many vector and matrix operations. 
d. They may be limited to a certain number of instructions and texture reads per vertex or pixel, 
which varies by GPU board and shader language version. 
 
    The first goal of the design flow is to come up with the microarchitecture for the different 
blocks in the VGVI pipeline for the class of algorithms that can perform VGVI functions 
efficiently. The second goal is to implement the blocks using a component library. The design 
flow comprises a kernel building compiler, analyzer of the code produced by the compiler to 
derive the microarchitecture, detailed microarchitecture design assistant program, mapper for 
scalable computing fabric (SCF), scheduler, and performance analyzer. A block diagram of the 
kernel building compiler is shown in Figure 3 and the rest of the flow is shown in Figure 4. 
Kernels can be written in different languages and they are compiled to produce an intermediate 
representation (IR) code. The IR code is then optimized, first at the fine grained level, and then at 
the coarse gained level. The IR code is put through other optimizations also. A skeletal version of 
the kernel-building compiler is running on a Unix server and it is continued to be developed using 
the Eclipse IDE for Java. One question that comes up with the compiler is the need to support 
different languages. Although most of the graphics and image processing algorithms can be 
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efficiently coded using Cg, video and visualization algorithms benefit from C-XY and Matlab 
since many libraries are written in these languages. We also wanted to allow scientific simulation 
to be supported with the design flow. This required the support for Fortran and Matlab since 
many libraries and kernels are written in these languages.  

Kernel-Building Compiler 

 

Figure 3 Kernel Development using Different Languages and IR code Optimization 
    The IR code coming out of the compiler is processed through a set of programs shown in 
Figure 4. The analyzer processes the IR code and determines the data path widths, number and 
type of functional units needed, number of registers, number of vector registers, and other details. 
These numbers are treated as upper bounds on microarchitecture parameters. The designer 
interacts with the microarchitecture design assistant to produce the detailed microarchitecture that 
meets the performance and power constraints. In designing the microarchitecture virtual 
components are used so that different implementations can be carried out depending on the 
available technology. During the microarchitecture design RISC, superscalar, vector, parallel 
vector, and VLIW architectures are used. Depending on the kernel, a suitable architecture will be 
selected. The implementation of the microarchitecture is done using the mapper to SCF. The 
virtual components are replaced by matching hardware from the hardware component library 
(HCL). For example, each component in the HCL could be a mapping of a functional unit to 
CLBs and other resources in a Xilinx FPGA chip. Most of the components in HCL are hard 
macros and implementing the microarchitecture usually involves stitching together the hard 
macros. Since partitioning, placement, and routing (PPR) is done at the hard macro level, the PPR 
time could be tens of minutes instead of hours or days. The implemented microarchitecture 
(ASMP core) is used by the code generator block in Figure 4 to produce executable code. The 
simulator generator block will produce a simulator for the generated ASMP core based on the 
detailed implementation. This simulator will be used with the generated code to determine 
performance and also estimate power dissipation. If performance and power objectives are 
satisfied then the implementation of the ASMP core will be completed on the SCF (e.g. an array 
of platform FPGA chips). 
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Figure 4 Block Diagram of the Design Flow for Producing ASMP Core 

FPGA Based Verification Platform 
    This section describes the hardware platform that supports the design flow. A block diagram 
of the hardware platform is shown in Figure 5. The key block is the SCF. It contains 
computing resources such as logic blocks, memory, RISC processors, multipliers,  
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shifters, clock managers, interconnection networks, and input/output connections. There 
are three approaches for implementing the SCF. One approach is to use an array of VGI 
chips [2-4] and SRAM chips. The second approach is to use Merrimac chips [9] and 
SRAM/DRAM chips. The third approach is to use an array of platform FPGA chips [11] 
(e.g. Xilinx’s Spartan 3 – XC3S5000) and DDR SDRAM chips. We will use the third 
approach since chips are available and software support for developing HCL is in place. 
We plan to use the Merrimac chip [9] when it becomes available at a later date.  
 
    The dual PC motherboard used for the hardware platform in Figure 5 has connectors 
for two PCI Express x16 devices.  The nVidia GeForce 6800 Ultra GPU is mounted on 
one of the PCI Express connectors. A full size PCI board containing the SCF will be 
mounted on the second connector. This PCI board will contain an array of Xilinx 
XC3S5000 chips, a Virtex II Pro (XC 2VP70 –6) for PCI Express interface, DDR 
SDRAM chips for 2 GB of memory, and I/O pins for connecting to rest of the hardware 
of smartphones or an emulator of the smartphones. The SCF will be configured and 
controlled by software running on the CPUs. The modules of the design flow, shown in 
Figure 4, will be executed on the dual CPUs. The SCF also has sufficient logic and 
memory to emulate next generation GPU chips and make comparison to GPU boards. 
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