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Figure 1: Test scenes for the experiment: Conference (190K triangles), Crytek Sponza (279K triangles), Fairy Forest (174K triangles),
Sibenik (80K triangles); Resolution: 1024 768; Type of rays: primary ray, ambient occlusion (AO) ray

1 Introduction
In this work, we propose a novel parallel-pipeline traversal unit for
hardware-based ray tracing, which can reduce latency and increase
cache locality. Owing to the high memory bandwidth and com-
putation requirements of ray-tracing operations such as traversal
and intersection tests, recent studies have focused on the develop-
ment of a hardware-based traversal and intersection-test unit[Nah
et al. 2011][Lee et al. 2012]. Existing hardware engines are based
on a single deep pipeline structure that increases the throughput of
ray processing per unit time. However, traversal operations involve
non-deterministic changes in the states of a ray. Therefore, in some
cases, the ray may be unnecessarily transferred between pipeline
stages, thereby increasing the overall latency. In order to solve this
problem, we propose a parallel traversal unit having a pipeline per
state. Our results show that the proposed system is up to 30% more
efficient than a single-pipeline system because it decreases average
latency per ray and increases cache efficiency.

2 Parallel-pipeline TRV unit
Figure 2 shows the existing single-pipeline structure and the pro-
posed parallel-pipeline structure. The traversal operation consists
of sub-pipelines for the node-fetch/leaf-node test, the nodes AABB-
ray intersection test, and stack operation, depending on the state
of the ray. A single pipeline is designed such that it connects
these operations serially to maximize the overall throughput. How-
ever, state transitions are non-deterministic with respect to the re-
sult of the intersection test between the ray and the node. There-
fore, in some cases, a ray is unnecessarily transferred between sub-
pipelines, thereby increasing the latency. Moreover, the increase
in latency decreases the cache efficiency by decreasing the ray co-
herency during the traversal operation that iteratively executes the
pipeline through the queue.

Figure 2: Single- (left) and parallel- (right) pipeline TRV Unit
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The right-hand side of Figure2 shows the parallel traversal unit
proposed to overcome the abovementioned problems. The sub-
pipelines for the three stages are independent, and the outputs con-
stitute a crossbar, through which they are fed back to the input stage.
This structure is less hardware-intensive (small size (4 8 entries) of
buffer and crossbar) than the single-pipeline structure. After each
operation, the processed ray is fed back through the output crossbar
or passed on for the shading or intersection test according to the
next operation to be processed. Unlike the existing single-pipeline
structure, the proposed structure is able to reduce the transfer of
inessential data, because the ray is immediately fed back to its sub-
pipeline when its state is changed. Furthermore, the configurability
of this structure enables us to improve the performance in a cost-
effective manner via selective sub-pipeline plurality under high us-
age.

Table 1: Simulation result(Mray/s) with single/parallel pipeline

Scene Ray Type
Performance(Mray/s) Proposed
Single Proposed /Single

Conference
primary 230.71 253.02 109.67%

AO 655.70 734.69 112.05%

Crytek Sponza
primary 86.55 112.68 130.19%

AO 164.94 204.51 123.99%

Fairy Forest
primary 162.75 185.43 113.94%

AO 331.91 362.44 109.20%

Sibenik
primary 192.35 236.40 122.90%

AO 377.98 426.54 112.85%

3 Result
The validity of the proposed architecture is verified and its per-
formance is evaluated during cycle-accurate simulation. Table 1
summarizes the simulation results. According the result, our ap-
proach shows maximum 30% performance improvement with co-
herent ray. Table 1 summarizes the simulation results. According
to the results, our approach improves performance by up to 30%
with coherent rays. The proposed traversal unit can potentially im-
prove the memory performance of mobile devices by reducing the
memory bandwidth requirement for ray tracing.
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